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Abstract. As deep learning continues to spearhead transformative
breakthroughs across various domains, the computational and memory
demands for training state-of-the-art models have surged exponentially.
This escalation not only challenges the scalability of deep learning sys-
tems but also significantly increases the financial cost associated with
training. Memory-intensive operations, particularly during the optimiza-
tion phase of training large models, can drastically inflate budgets, mak-
ing cutting-edge research and applications less accessible. In response
to this challenge, we introduce a novel technique termed gradient space
reutilization, aiming at reducing memory usage in deep network train-
ing by repurposing the memory allocated for gradients once it is no
longer needed in the later computing process. This approach is imple-
mented across modified versions of popular optimizers, with their names
AdamW-R, Adan-R, and Lion-R, respectively, demonstrating apprecia-
ble memory savings without compromising the performance as they are
equivalent to the original algorithms. Extensive experiments demonstrate
that our simple engineering trick can achieve up to 25.60% memory sav-
ings at the best, providing a practical solution for efficient resource man-
agement in deep learning training environments.

Keywords: Deep learning optimization · Efficient deep learning·Mem-
ory footprint.

1 Introduction

Deep learning [24] has revolutionized the landscape of artificial intelligence,
yielding groundbreaking advancements across a myriad of applications, including
natural language processing [1,5,32], computer vision [12,16,17], and autonomous
systems [4]. Leveraging multi-layer neural networks, deep learning models have
demonstrated an unparalleled ability to learn from vast amount of data, resulting
in performances that often surpass human expertise. As these models continue
to push the boundaries of what is computationally possible, they have become
integral components in both academic research and industry solutions, driving
innovation and progress [9,39].
⋆ Corresponding author.
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However, this rapid expansion in capabilities has not come without chal-
lenges. One of the most pressing issues is the substantial memory requirement
for training these sophisticated models, particularly in the current era of large
language models (LLMs) [20], which is continuously inducing significant finan-
cial cost. While training a medium-sized models like BERT-Large [11] costs tens
of thousands of dollars, a single training run for GPT-3 could reach the cost
of $12M [27]. This limitation not only impacts the scalability of deep learn-
ing models but also restricts the democratization of these technologies, as only
those with access to high-end computational resources can effectively engage in
state-of-the-art model development [40].

Indeed, the memory demands for training large-scale neural networks can
be staggering. For example, a LLaMA-7B model [38], trained with the AdamW
optimizer [26], requires holding not just gradients, but also the first and second
moment estimates for each parameter. In the naive setting, this leads to a mem-
ory requirement of over 112GB solely for these optimization-related variables,
let alone the storage for input data and activations. Currently, such extensive
memory requirements are beyond the capacity of most of the parallel computing
devices like GPUs, making large model training inaccessible to the broader AI
communities.

As such, recognizing the need for efficient memory usage in deep learning
is paramount for sustaining the growth and accessibility of this transformative
technology. Our work addresses this problem by identifying and capitalizing on
opportunities to reduce the memory footprint during the optimization phase.
Our main findings are that, for many mainstream optimizers, the memory space
allocated for gradients can be repurposed once it is no longer needed in subsequent
computations. We exemplify this idea on the classic AdamW [26], as well as
the newer Adan [42] and Lion [7] optimizers, deriving AdamW-R, Adan-R, and
Lion-R, respectively, to demonstrate how this memory reutilization strategy can
be effectively applied. It is important to note that this strategy is feasible for a
broader range of optimizers, including AdaGrad [13] and Adam [22], but we omit
these in the paper as the implementations of their memory-reduced variants are
relatively straightforward.

To validate our gradient reutilization approach, we conduct extensive experi-
ments across a variety of vision models, including Vision Transformer (ViT) [12]
and ConvNeXt [25], as well as leading large language models such as LLaMA-2
[38], BLOOM [23], Qwen [3], Gemma [37], ChatGLM [43], Phi [15], Falcon [2],
and Vicuna [8]. The empirical results show that AdamW-R, Adan-R, and Lion-R
exhibit the memory reduction up to 20.75%, 14.99%, and 25.60% at the most, re-
spectively, which are in align with our theoretical predictions. Our contributions
can be summarized as follows:
1. We propose to reuse the space of the gradients to reduce the memory foot-

print in the deep learning optimization phase. Based on this idea, we derive
the memory reduced variants named AdamW-R, Adan-R, and Lion-R, re-
spectively.

2. We theoretically demonstrate that our gradient space reutilization method
can achieve appreciable memory savings, with AdamW-R, Adan-R, and Lion-
R reducing memory usage by 20%, 14.3%, and 25%, respectively.
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3. We validate our gradient reutilization method through rigorous empirical
evaluations across a diverse set of vision and language models. The experi-
mental results corroborate our theoretical findings.

2 Background and Related Work

The pursuit of even more powerful neural network models has led to an exponen-
tial increase in their complexity and the resulting demand on memory resources
during training. The memory footprint of a deep learning model can be broadly
categorized into four main areas: model parameters, gradients, activations, and
optimizer states. The model parameters, during the optimization phase, are typ-
ically updated iteratively based on the gradients computed by backpropagation.
Activations, the outputs of each layer given an input, are stored temporarily for
usage in the backward pass. Optimizer states, particularly in advanced optimiz-
ers, include moment estimates and other auxiliary variables that assist in the
effective optimization for each parameter.

Beyond the storage of these fundamental components, additional memory is
consumed by intermediate variables, including temporary tensors that arise dur-
ing the forward, backward and optimization computations, and the checkpoints
needed for non-sequential models that feature complex connectivity patterns
[6]. These parts further complicate the memory usage patterns and further com-
pound to this challenge.

Methods to mitigate the memory demands in neural network training have
been diversely explored. Gradient checkpointing (also known as rematerializa-
tion) reduces the memory footprint of activations by selectively storing only a
strategic subset and recalculating the rest on-demand during the backward pass
[6], which is particularly helpful when the intermediate activations dominate the
whole memory footprint. This idea has been extended to checkpoint on Recur-
rent Neural Networks [14], DenseNets [31], and Transformers [19]. While it excels
in scenarios where intermediate activations are the primary memory consumers,
such as training smaller models with large batch sizes, its benefits are heavily
mitigated in large models where the model parameters overshadows the memory
occupied by activations.

Mixed-precision training leverages lower-precision floating point number for-
mats to reduce the memory requirements of both parameters and activations.
The seminal work succeeds in halving the memory requirement by downgrading
into FP16 format with minimal impact on model accuracy [28], and it could be
even lower, like 8-bits [41]. Up to now, Google’s BF16 format is the most com-
monly used one in training LLMs as it takes up 16 bits and maintains a broader
dynamic range [21].

As for the implementation, the Zero Redundancy Optimizer [33] (ZeRO)
emerges as a crucial component in the DeepSpeed library [34] to combat the
soaring memory demands. By partitioning the model states across the training
devices, ZeRO simultaneously exploits data parallel and model parallel tech-
niques, making it a mark of a significant advancement in the scalability of large
model training.
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However, despite these advancements, there has been a notable gap in the
direct optimization of memory pertaining to optimizer states. Our work presents
a novel approach that targets this very aspect, reducing the memory consumed
by optimizer states without compromising the training dynamics or model per-
formance.

3 Gradient Space Reutilization

In brief, this paper proposes the idea of gradient space reutilization and then
applies it to AdamW [26], Adan [42], and Lion [7], to derive their memory-
efficient variants named AdamW-R, Adan-R, and Lion-R, respectively, although
this idea can be extended to more optimizers (like AdaGrad [13] and Adam [22]).

3.1 Core Idea

The trick of gradient space reutilization is based on a fundamental observation
that the memory for storing the oldest gradient need not always be used for
itself. It can be reused for temporary variables whenever the oldest gradient is
no longer needed, and once the temporary variables are no longer needed, it can
be switched back for storing the latest gradient to prepare for the next iteration.
Generally, at the time step t, if we denote the model parameter as θt ∈ Rn,
the historical gradients as Gt = (gt−1, · · · , gt−T ) ∈ Rn×T , and the momentum
variables as Mt ∈ Rn×N , where n is the model size, T is the gradient context
length, and N is the number of momentum variables, then most of the first-order
optimization algorithms can be represented as:

θt+1 = F (θt,Gt,Mt) . (1)

Our proposal can be concisely formulated as:

1. Reformulate the algorithm appropriately, if necessary and applicable. For
example, steps involving the oldest gradient are put before the computa-
tion of the intermediate variables, so that gradient reutilization strategy is
possible (see the example of Lion [7]);

2. Reuse the memory space of gt−T in the optimization algorithm once it is no
longer needed;

3. Move (gt−1, · · · , gt−T )← (gt, · · · , gt−T+1).

For practical acceleration, the last step can be achieved by reassigning the
pointers, rather than relying on the memory copy function which is more time-
consuming.

We exemplify this technique on the popular AdamW [26], and the latest Adan
[42] and Lion [7]. Although it is only a simple engineering trick, our extensive
experiments testify to its effectiveness. Note that in deep learning, there are
many simple yet effective tricks, such as batch normalization [18] and dropout
[35], which eventually become indispensable.
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Algorithm 1 AdamW-R
1: Given: momentum factors β1 = 0.9, β2 = 0.999, numerical stability number

ϵ = 10−8, weight decay factor λ > 0, objective function f

2: Initialize: time step t← 0, parameter vector θ1 ∈ Rn, first moment vector
m0 ← 0, second moment vector v0 ← 0

3: while stopping criterion is not met do
4: t← t+ 1

5: gt ← ∇θf(θt)

6: mt ← β1 ·mt−1 + (1− β1) · gt
7: vt ← β2 · vt−1 + (1− β2) · g2

t

8: ηt ← Scheduler(t) ▷ Stepwise learning rate handled by the scheduler
9: θt ← θt − ληt · θt ▷ Decoupled weight decay

10: ηt ←
ηt

1− βt
1

▷ Compound the bias correction factor of m̂t in AdamW

AdamW: m̂t ←
mt

1− βt
1

11: gt ←
√

vt

1− βt
2

+ ϵ ▷ Reuse gt to store the denominator

AdamW: v̂t ←
vt

1− βt
2

12: θt+1 ← θt − ηt ·
mt

gt

AdamW: θt+1 ← θt − ηt ·
m̂t√
v̂t + ϵ

13: end while
14: return θt+1

3.2 AdamW-R

The Adam algorithm computes adaptive learning rates for each parameter by
utilizing the estimates of first and second moments of the gradients [22]. Building
upon it, AdamW introduces a modification to the weight decay regularization
strategy, decoupling it from the gradient updates to improve generalization in
various tasks [26]. Here, the insight of AdamW-R is to reuse the memory space
of gradient to store the rectified square root of the second moment, as shown in
Algorithm 1.

Through the redesign of the computations in AdamW, AdamW-R iteratively
refines the model parameter while judiciously managing the memory footprint.
By reusing the memory allocated for the gradient vector gt (highlighted in red),
AdamW-R reduces the demand for additional storage typically required for the
second moment’s square root computation. This innovative reuse of memory
within the update rule not only conserves resources but also maintains the fidelity
of the original AdamW’s optimization trajectory. If we set the baseline algorithm
to be the PyTorch implementation of AdamW [30], which stores the variables
(θ, g,m,v, v̂), and exclude the impact of scalar values, AdamW-R would theo-
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retically exhibit 20% memory usage reduction, thanks to the reutilization of the
space for g to store the variable v̂.

3.3 Adan-R

Adan introduces a new Nesterov momentum estimation method that circumvents
the computational burden associated with traditional Nesterov acceleration [29],
and integrates this approach into an adaptive gradient framework to expedite
convergence [42]. In the case of Adan-R, the memory reutilization strategy is
akin to the technique used in AdamW-R (See Algorithm 2); however, Adan-R
distinctively reutilizes the previous step gradient vector gt−1 repeatedly within
its iterative process.

Algorithm 2 Adan-R
1: Given: momentum factors β1 = 0.02, β2 = 0.08, β3 = 0.01, numerical sta-

bility number ϵ = 10−8, weight decay factor λ > 0, objective function f

2: Initialize: time step t← 0, parameter vector θ1 ∈ Rn, momentums m0 ← 0,
v0 ← 0, n0 ← 0, previous step gradient g0 ← 0

3: while stopping criterion is not met do
4: t← t+ 1

5: gt ← ∇θf(θt)

6: mt ← (1− β1) ·mt−1 + β1 · gt
7: gt−1 ← gt − gt−1 ▷ Reuse gt−1 to store the gradient difference
8: vt ← (1− β2) · vt−1 + β2 · gt−1

Adan: vt ← (1− β2) · vt−1 + β2 · (gt − gt−1)

▷ No reassignment of the oldest gradient (lines 7, 9, and 12)
9: gt−1 ← gt + (1− β2) · gt−1

▷ Reuse gt−1 to store the gradient combination
10: nt ← (1− β3) · nt−1 + β3 · g2

t−1

Adan: nt ← (1− β3) · nt−1 + β3 ·
[
gt + (1− β2) · (gt − gt−1)

2
]

11: ηt ← Scheduler(t) ▷ Stepwise learning rate handled by the scheduler
12: gt−1 ←

√
nt + ϵ ▷ Reuse gt−1 to store the denominator

13: θt+1 ← (1− ληt) · θt − ηt ·
mt

gt−1

Adan: ut ←mt + (1− β2) · vt

14: θt+1 ← θt+1 − (1− β2)ηt ·
vt

gt−1

▷ Amortize the parameter update regarding to mt and vt with two steps
Adan: θt+1 ← (1− ληt) · θt − ηt ·

ut√
nt + ϵ

15: gt−1 ← gt ▷ Move by reassigning the pointers
16: end while
17: return θt+1
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Through this innovative approach, Adan-R significantly reduces the algo-
rithm’s memory requirements without altering the fundamental computational
logic of the original Adan algorithm. This is achieved by repurposing the space
allocated for gt−1, which is reused three times within a single update iteration–
the gradient difference, the gradient combination, and the square root of the
nt vector. Consequently, if we consider the baseline PyTorch implementation of
Adan, which stores the variables

(
gt, gt−1,m,v,n,θ,

√
n
)
, Adan-R eliminates

the need for additional memory that would typically be allocated for
√
n, yield-

ing 1/7 = 14.3% memory saving in theory.

3.4 Lion-R
The Lion optimizer is discovered by an evolutionary strategy based program
search, seminally showing the feasibility and generalizability of incorporating
sign function into optimization algorithms [7]. It is relatively memory-efficient
among the mainstream optimizers because it only keeps track of the first order
momentum without maintaining a separate adaptive learning rate for each pa-
rameter. Stepping further, Lion-R reveals the potentials of being more memory-
efficient with a non-trivial reformulation on the original algorithm.

Algorithm 3 Lion-R
1: Given: momentum factors β1 = 0.9, β2 = 0.99, weight decay factor λ > 0,

objective function f

2: Initialize: time step t← 0, parameter vector θ1 ∈ Rn, momentum m0 ← 0

3: while stopping criterion is not met do
4: t← t+ 1

5: gt ← ∇θf(θt)

6: mt ← β2 ·mt−1 + (1− β2) · gt
Lion: ct ← β1 ·mt−1 + (1− β1) · gt

7: gt ← β1

β2
·mt +

(
1− β1

β2

)
· gt

▷ Reformulate Lion optimizer and reuse gt to store the original ct
Lion: mt ← β2 ·mt−1 + (1− β2) · gt

8: ηt ← Scheduler(t) ▷ Stepwise learning rate handled by the scheduler
9: θt+1 ← (1− ληt) · θt − ηt · sign(gt)

Lion: θt+1 ← (1− ληt) · θt − ηt · sign(ct)
10: end while
11: return θt+1

The original Lion algorithm mainly differs from Lion-R at lines 6 and 7,
which is shown in Algorithm 3. By altering the sequence of lines 6 and 7 in the
original algorithm, we obtain:{

mt ← β2 ·mt−1 + (1− β2) · gt,
ct ← β1 ·mt−1 + (1− β1) · gt.

(2)
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By substituting mt−1 = 1
β2
(mt−(1−β2)g

t) into the expression of ct, the update
rule can be reformulated as:

mt ← β2 ·mt−1 + (1− β2) · gt,

ct ←
β1

β2
·mt +

(
1− β1

β2

)
· gt.

(3)

As such, the intermediate variable ct is readily to be applied to our gradient
reutilization strategy. As is shown in line 7, Lion-R reutilizes gt to store this
expression thus eliminates the need of storing the extra variable ct. Compared
to Lion which requires storing the data (θ, g,m, c), Lion-R would theoretically
reduce the memory requirement by around 25%.

4 Experiments

To assess the efficacy of our proposed gradient reutilization methods across var-
ious architectures, we conduct a comprehensive suite of experiments on both
vision and language models with various model sizes and scales.

For vision models, we perform experiments on the representative ViTs [12]
and ConvNeXts [25], choosing to test multiple model sizes within each archi-
tecture. For language tasks, our experiments cover most of the popular large
models, including LLaMA-2 [38], BLOOM [23], Qwen [3], Gemma [37], Chat-
GLM [43], Phi [15], Falcon [2], and Vicuna [8], and test on different model sizes
when available. Since the baseline optimizers are proven to be valid and effective
on all kinds of tasks, the metric of interest in this paper should be peak memory
usage statistics, as our memory reduced variants are exactly equivalent to their
original ones.

To illustrate the performance equivalence between the original and memory-
reduced optimizers, we conduct specific training sessions for both the AdamW
and Adan optimizers along with their respective memory-reduced variants, with
the ViT-S and ViT-B models on ImageNet [10] dataset. The results in Table 1
confirm that both pairs of original and memory-reduced optimizers yields exactly
the same top-1 accuracies.

ViT-S ViT-B
Optimizer Top-1 Acc. (%) Memory

(MB)
Top-1 Acc. (%) Memory

(MB)150 300 150 300
AdamW 78.3 79.9 526 79.5 81.8 2007
AdamW-R 78.3 79.9 417 79.5 81.8 1629
Adan 79.6 80.9 711 81.7 82.6 2806
Adan-R 79.6 80.9 621 81.7 82.6 2407

Table 1. Comparison of ImageNet Top-1 accuracies and memory usage for original and
memory-reduced variants of AdamW and Adan across 150 and 300 epochs on ViT-S
and ViT-B models. The accuracies for AdamW and Adan are cited from [42].
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As mentioned in Section 1, while small models work well, it is unrealistic
to directly feed LLMs into the GPUs. One of the common solutions is to apply
the ZeRO strategy [33] for enjoying the benefit of distributed training. Unlike
traditional optimizers, ZeRO does not alter the underlying mathematical logic
of optimization; rather, it is a technological solution designed to optimize mem-
ory usage and scale training across distributed environments efficiently. ZeRO
achieves this through three progressive stages, in which the State 3 is the heavi-
est memory efficient setting that partitions parameters, gradients, and optimizer
states across all GPUs. To maximize the utilization of these advantages and to
mimic an environment where memory is limited, we adopt this configuration in
our LLM experiments.

We report the training settings in detail for reproducibility. For ViTs, we
adopt five architectures, ViT-Small, ViT-Base, ViT-large, ViT-Huge, and ViT-
Giant, with the input RGB image being 224× 224 pixels and split into 32× 32
pixel patches. The ConvNeXt has five scales, ConvNeXt-Tiny, ConvNeXt-Small,
ConvNeXt-Base, ConvNeXt-Large, and ConvNeXt-XL, whose image inputs are
of the same size. We train them with 5 iterations and measure the peak memory
usage. For language models, we utilize a truncated version of the Alpaca dataset
[36] containing 2,000 examples, configure the context length to 1,024 tokens and
limit the training to 3 epochs. We set batch size to 1 throughout the exper-
iments. This abbreviated training section is justified by our observations that
the memory footprint remains consistent across all handling processes (forward
pass + backward pass + parameter optimization) for a single minibatch.

We measure the peak memory usage of AdamW, Adan, and Lion as well
as their memory reduced variants within the PyTorch framework, reporting the
number of model parameters, the percentage of memory saved and the usage of
ZeRO strategy when applicable. The results are summarized in Tables 2 to 4.
All of the experiments are carried out on 8 × NVIDIA RTX A6000 GPUs.

The experimental results demonstrate that our proposed memory-reduced
optimizers, AdamW-R, Adan-R, and Lion-R, generally achieve close to the the-
oretical predictions of memory savings, particularly in vision-related tasks. In
vision scenarios such as with ViT and ConvNeXt models, the savings are signif-
icant, aligning well with our theoretical expectations.

However, the results across LLMs present a more nuanced picture, especially
with the integration of ZeRO strategy. In such cases, while we still observe
notable memory savings, the overall impact of our optimizers is somewhat tem-
pered. This could be attributed to ZeRO’s sophisticated mechanisms, which
might dilute the relative contribution of our memory optimization strategies.
Moreover, in some settings, the peak memory consumption does not occur dur-
ing the optimization phase but rather during the forward or backward phases,
leading to minimal observed savings from our optimizers. Despite the relatively
smaller percentage reductions in memory usage for LLMs, the actual financial
savings can still be substantial due to the extremely high costs associated with
training such large models. Even a modest percentage reduction in memory usage
still translates into significant financial cost reductions.
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Model # Params AdamW
(MB)

AdamW-R
(MB)

Savings
(%) ZeRO

ViT

ViT-S 22.9M 526 417 20.71 %

ViT-B 88.2M 2007 1629 18.81 %

ViT-L 305.5M 6367 5046 20.75 %

ViT-H 630.8M 13336 10777 19.19 %

ViT-G 1.0B 21542 17408 19.19 %

ConvNeXt

ConvNeXt-T 28.6M 684 621 9.20 %

ConvNeXt-S 50.2M 1177 1009 14.26 %

ConvNeXt-B 88.6M 1894 1629 13.95 %

ConvNeXt-L 197.8M 4387 3706 15.54 %

ConvNeXt-XL 350.2M 7218 6004 16.82 %

BLOOM

BLOOM-560M 559.2M 15531 13822 11.00 %

BLOOM-560M 559.2M 5339 5011 6.15 !

BLOOM-3B 3.0B 23477 21964 6.45 !

BLOOM-7B 7.1B 44826 41296 7.87 !

Phi
Phi-1.5 1.4B 36650 36008 1.75 %

Phi-1.5 1.4B 18616 17949 3.59 !

Phi-2 2.8B 27581 26132 5.26 !

Qwen
Qwen-0.5B 464.0M 12581 11272 10.40 %

Qwen-0.5B 464.0M 4897 4837 1.23 !

Qwen-1.8B 1.8B 46410 38986 16.00 %

Qwen-1.8B 1.8B 12756 11902 6.69 !

LLaMA-2 LLaMA-2-7B 6.7B 32325 29002 10.28 !

LLaMA-2-13B 13.0B 49103 45768 6.79 !

Gemma Gemma-2B 2.5B 19609 18365 6.35 !

Gemma-7B 8.5B 47029 42841 8.90 !

Vicuna Vicuna-7B 6.7B 32351 28993 10.38 !

Vicuna-13B 13.0B 49327 46089 6.57 !

ChatGLM3 ChatGLM3-6B 6.2B 31491 28369 9.92 !

Falcon Falcon-7B 6.9B 33643 30168 10.33 !

Table 2. Peak memory usage of AdamW and AdamW-R on vision and language mod-
els. The !sign means that ZeRO is utilized.

5 Conclusion

In this paper, we propose the idea of gradient space reutilization for deep learn-
ing optimizers, and point out that we can reuse the oldest gradient space once
it is no longer needed for later computations. We successfully apply this idea
and derive three memory efficient optimizers, namely AdamW-R, Adan-R, and
Lion-R, though this strategy can be extended. Our theoretical and experimental
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Model # Params Adan
(MB)

Adan-R
(MB)

Savings
(%) ZeRO

ViT

ViT-S 22.9M 711 621 12.68 %

ViT-B 88.2M 2806 2407 14.20 %

ViT-L 305.5M 8812 7491 14.99 %

ViT-H 630.8M 18639 16110 13.57 %

ViT-G 1.0B 30130 25910 14.00 %

ConvNeXt

ConvNeXt-T 28.6M 927 864 6.78 %

ConvNeXt-S 50.2M 1634 1466 10.27 %

ConvNeXt-B 88.6M 2632 2355 10.52 %

ConvNeXt-L 197.8M 6078 5417 10.87 %

ConvNeXt-XL 350.2M 10008 8823 11.84 %

BLOOM

BLOOM-560M 559.2M 20005 18296 8.55 %

BLOOM-560M 559.2M 5859 5544 5.38 !

BLOOM-3B 3.0B 26472 24965 5.69 !

BLOOM-7B 7.1B 48355 48184 0.35 !

Phi Phi-1.5 1.4B 20098 19370 3.62 !

Phi-2 2.8B 30301 28907 4.59 !

Qwen Qwen-0.5B 464.0M 16437 15129 7.96 %

Qwen-0.5B 464.0M 5509 5491 0.33 !

Qwen-1.8B 1.8B 14691 13673 6.93 !

LLaMA-2 LLaMA-2-7B 6.7B 39115 35713 8.70 !

Gemma Gemma-2B 2.5B 22118 20870 5.64 !

Gemma-7B 8.5B 49424 48484 1.91 !

Vicuna Vicuna-7B 6.7B 32351 28993 10.38 !

ChatGLM3 ChatGLM3-6B 6.2B 37670 34614 8.11 !

Falcon Falcon-7B 6.9B 40548 37099 8.51 !

Table 3. Peak memory usage of Adan and Adan-R on vision and language models.
The !sign means that ZeRO is utilized.

analyses demonstrate that these techniques can lead to appreciable memory cost
savings without compromising the optimization performance of the models.

The empirical results affirm that our proposed methods could achieve close
to theoretical memory reduction across various architectures and scales. Even
with the employment of ZeRO strategy, these optimizer variants still possess the
memory efficient feature, indicating that our method could be helpful for large
scale deep learning practitioners.
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Model # Params Lion
(MB)

Lion-R
(MB)

Savings
(%) ZeRO

ViT

ViT-S 22.9M 415 327 21.21 %

ViT-B 88.2M 1629 1231 24.45 %

ViT-L 305.5M 5144 3827 25.60 %

ViT-H 630.8M 10687 8087 24.33 %

ViT-G 1.0B 17226 13189 23.43 %

ConvNeXt

ConvNeXt-T 28.6M 552 489 11.41 %

ConvNeXt-S 50.2M 958 791 17.51 %

ConvNeXt-B 88.6M 1529 1281 16.19 %

ConvNeXt-L 197.8M 3521 2861 18.77 %

ConvNeXt-XL 350.2M 5862 4618 21.22 %

BLOOM

BLOOM-560M 559.2M 13294 11996 9.76 %

BLOOM-560M 559.2M 4513 4508 0.12 !

BLOOM-3B 3.0B 21957 20462 6.81 !

BLOOM-7B 7.1B 41306 37761 8.58 !

Phi Phi-1.5 1.4B 17950 17273 3.77 !

Phi-2 2.8B 26159 24809 5.15 !

Qwen

Qwen-0.5B 464.0M 10614 9666 8.93 %

Qwen-0.5B 464.0M 4897 4855 0.86 !

Qwen-1.8B 1.8B 38986 31562 19.04 %

Qwen-1.8B 1.8B 11913 10945 8.13 !

LLaMA-2 LLaMA-2-7B 6.7B 29007 25618 11.68 !

LLaMA-2-13B 13.0B 47297 39249 17.02 !

Gemma Gemma-2B 2.5B 18347 17123 6.67 !

Gemma-7B 8.5B 48279 39416 8.08 !

Vicuna Vicuna-7B 6.7B 28978 25596 11.67 !

Vicuna-13B 13.0B 47596 39514 16.98 !

ChatGLM3 ChatGLM3-6B 6.2B 28302 25180 11.03 !

Falcon Falcon-7B 6.9B 30187 26719 11.49 !

Table 4. Peak memory usage of Lion and Lion-R on vision and language models. The
!sign means that ZeRO is utilized.
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